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The multi-scale modeling 
program

van Daalen+11

• We would like simulations of large cosmic 
volumes (L~100 Mpc-1 Gpc) that, on the 
scales they resolve, correctly incorporate 
the net effects of all subgrid-scale physics 

‣ e.g., produce correct galactic winds, 
galaxy properties in kpc-resolution 
simulations without tuning 

‣ precision cosmology with LSST, Euclid, 
WFIRST will require modeling feedback 
in large volumes 

• Idea: evolve a series of nested high-res 
“boxes” and coarse grain the results 

• Many groups now working on aspects of 
this. How to do it? Will it be successful (T. 
Naab is skeptical)?



• Must capture Sedov-Taylor 
momentum boost

• Subgrid model: 
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At resolution scale, inject P and Eth 
based on resolved SNR sims, for 
local nH, Z 

Good to ~20% for turb. energy, but 
misses hot phase when Mcool is not 
resolved 

Martizzi, FG, Quataert+15 (also: Kimm & Cen 14; Kim & Ostriker 15; Walch & Naab 15; Simpson+15, …)
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Lessons from SN feedback

• Explicit requires resolving Mcool~1,000 Msun



Hopkins, Wetzel, Keres, FG+18a

Version of this hybrid energy/momentum SN model 
used in FIRE: much more stable with resolution

Compare different energy 
and momentum injection 
methods as a function of 
mass resolution mi 

All methods converge for 
mi≪Mcool, but only the hybrid 
method accounting for 
momentum based on actual 
SNR models injects correct 
momentum at mi≳Mcool 

Single SNe in uniform n=1 cm-3, Zsun medium



Hopkins, Wetzel, Keres, FG+18a

Resolution stability in cosmological zoom-ins

dwarf Mh(z=0)~1010 Msun 

Again, hybrid energy/momentum (FIRE) SN subgrid 
model is much more stable with resolution 

and gives the solution to which all subgrid models 
converge at mi≪Mcool



Walch et al.

SNe clustered & 
explode off-peak

SNe explode  
in peaks

SN clustering is critical: need realistic ISM/SF model



Walch et al.

SNe clustered & 
explode off-peak

SNe explode  
in peaks

SN clustering is critical: need realistic ISM/SF model

➔ same algorithm for injecting SN energy/momentum will produce very different results in 
simulations with “pressurized” subgrid ISM than in simulations with multiphase ISM 

shaped by gravity, cooling, local feedback, …



Local vs. global simulations

identical SN physics and disk properties

Local vertically stratified box Global disk simulation
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➔ BCs of local (high-res) models can make qualitative difference for large-scale outcome



Cosmological zoom-in simulation

Gusty, gaseous flows of FIRE 15

Figure 8. Flux-weighted average 50th (left) and 95th (right) percentile wind velocity vs vc for all halos in our sample measured at 0.25Rvir. Same coloring
convention as Figure 5. Dotted lines show the fits given in Equations 9 and 10. Both 50th and 95th percentile wind velocities scale slightly superlinearly with
vc, and are normalized such that typical wind velocities range from ~1-3vc.

(4.0 > z > 0.5) than those measured at 0.25Rvir, but can be faster
by a factor of ~5 at low redshift (z < 0.5), although this is largely
because the low-redshift measured CGM wind velocities are very
slow (significantly less than vc).

6 DISCUSSION

Our analysis has primarily focused on measuring the mass-loading
factor via outflow rates in the inner regions of the CGM (at
0.25Rvir). In Section 5.1 we briefly devoted attention to demon-
strating that in the L*-progenitors at high redshift, m12v and m12i
specifically, about a third of material that is ejected into the CGM
and crosses 0.15Rvir eventually flows out through the virial radius
of the halo.

The fact that these numbers are not 100% implies that there
is a significant amount of material that is initially ejected into the
CGM, but later able to recycle back into the inner halo and the
galaxy. Even gas that flows out of the virial radius is not necessarily
permanently unbound from the halo. This is true by construction,
as our fiducial choice of vcut = 0km/s is below the local escape
velocity. In addition, the gravitational potential and virial radius of
all central halos continue to grow with time, and may re-absorb the
ejected material. Our results imply that the CGM of massive halos
hosts a vast reservoir of gas that has been enriched by local high-
redshift and intermediate-redshift outflows which helps fuel later
stages of galaxy formation.

It is interesting to estimate the amount of gas pushed out of
halos, and to study the evolution of the halo baryon fraction, which
is a good tracer for the aforementioned reservoir. In Figure 9 we
show the baryon fraction within Rvir over an interval 3.0 > z >
0 for m12v, m12q, m12i, m11, and m10, as well as 3.0 > z >
2.0 for z2h506. We plot the baryon fraction alongside a quantity
which describes the cumulative mass of outflowing gas which has
traversed the virial radius since z = 9, relative to the baryon budget
of the halo if it were to contain the cosmic mean fraction of baryons.

We call this quantity the expelled fraction. This figure can be used
to trace the role that galactic winds play in the overall evolution
of the halo. We note that for many of the halos considered, the
sum of the baryonic mass fraction within the halo at z = 0 and
the expelled fraction add up to a number that is near unity. This is
not necessarily true by construction, as we do not consider whether
outflows that cross Rvir are actually unbound form the halo, do not
account for the growth of Rvir through cosmic time, and only follow
a single massive progenitor. A complete understanding of what sets
the baryon fraction of a given halo requires us to consider all of
these processes, as well as any other process that modifies the ratio
of accretion rates for gas and dark matter. Nonetheless, the expelled
fraction is a useful diagnostic.

A low-mass dwarf like m10 already has a depleted baryon
fraction by z= 3 and it becomes further depleted by a series of pow-
erful outflows between z= 3 and z= 1.5. At lower redshift, outflow
rates are weaker but infall is only able to replenish a small fraction
of what has been lost. Infall rates may be diminished due to heating
of the IGM by the UV background (Thoul & Weinberg 1996). The
sum of the baryon fraction and the expelled fraction are far below
unity at all times, suggesting that the UV background plays a role
in preventing accretion continuously, starting at very high redshifts
(Gnedin 2000; Faucher-Giguère et al. 2011). The somewhat more
massive dwarf (m11) can more efficiently accrete the UV heated
gas, allowing it to have a high baryon fraction while still maintain-
ing powerful outflows until late times (z ⇡ 0.6), when a merger-
driven burst expels a huge amount of gas, apparently sealing its
fate.

In the L*-progenitor m12v, star formation is more efficient at
early times, building up the stellar fraction to ~15% of the baryonic
budget by z ⇡ 1.5 while maintaining an expelled fraction of un-
der 30%. However, this changes during the interval 1.5 > z > 1.0,
when the halo undergoes its most prominent burst of star forma-
tion, reaching Ṁ⇤ ⇡ 40M� yr�1. After this powerful burst, as in
the late-time burst of m11, we see a rapid rise in the expelled frac-
tion. Similar events occur sometime during the med-z interval in
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Figure 5. Average mass-loading factor (⌘) from 4.0 > z > 2.0 (black), 2.0 > z > 0.5 (blue), and 0.5 > z > 0 (red) vs circular velocity (vc, Left) and halo
mass (Mh, Right) as they are at the midpoint of the interval in redshift space (zmed = 3 for high-z, zmed = 1.25 for med-z, zmed = 0.25 for low-z). Upside down
triangles show the halos in the zoom in region of m09, m10, and m11. m12v, m12i, and m12q are shown as triangles, except in the low-z data, where their
“main” halos are shown as upper limits (see text). Squares show z2h halos in the high-z sample. Open symbols indicate that the halo did not survive until the
end of the interval, but it survived at least as long as the midpoint of the interval. For ⌘ as a function of vc, we provide a broken power law fit including a
redshift evolution term (Equations 4 and 5), and evaluate it at z = 3 (black dotted line), z = 1.25 (blue dotted line), and z = 0.25 (red dotted line). The ⌘ vs
Mh fit is directly converted from the ⌘ vs vc fit (Equations 6 and 7).

cal quantities as measured at the midpoint of each interval in red-
shift (zmed = 3 for high-z, zmed = 1.25 for med-z, and zmed = 0.25
for low-z). We have considered other choices for the representative
redshift, such as the epoch when the cumulative time-integrated
flux of ejected material in each halo reaches 50% of its final value,
but found that our results were largely unchanged. Within each red-
shift interval, we elect to use a single epoch for all halos to simplify
interpretation.

In the figures and fits provided in the sections below, we
present ⌘ as measured by the ratio of integrated outflow and
star formation rates over the entire considered interval. Outflow
rates themselves were measured with the Instantaneous Mass Flux
method, and a radial velocity cut of vcut = 0 is used to define out-
flows. We also provide Table 2, which shows average values of ⌘
for the “main” halos in each simulation at various epochs using var-
ious measurement methods. All outflow rates were measured in the
0.25Rvir shell. Section 5.4 shows how these measurements differ at
various halo-centric radii. An alternative approach would be to in-
stead use a shell at a fixed physical radius at all times (i.e. a few
tens of kpc). However, using such a threshold would probe rather
different spatial regions when applied to our dwarf galaxies (poten-
tially outside Rvir), and to our most massive halos (close to galactic
edge). For now, we stick to using shells at a fixed fraction of Rvir,
as they can consistently be adapted to all halos at all epochs.

5.1 Fits of ⌘ for individual halos

We start by considering the relationship between ⌘ and the halo
circular velocity (vc =

p
GMh/Rvir), which evolves more slowly

with redshift than other halo properties (as previously mentioned,
the halo mass of m12i increases by a factor of ~10 between z = 4
and z = 2, while vc only increases by a factor of ~2). We show

Figure 6. Average mass-loading factor (⌘) vs stellar mass (M⇤), using the
same symbol and color conventions as Figure 5. A single power law fit
with no redshift dependence (Equation 8, dotted black line) describes the
data well, except for massive halos at low redshifts, where outflows are
diminished (red upper limits).

the average value ⌘ vs vc in the left panel of Figure 5. We can im-
mediately see that halos with low vc and halos with high vc may
be best described by different slopes. Our method for constructing
the fit for ⌘ vs. vc is as follows: We divide the sample into two
distinct populations, vc < 60km/s and vc > 60km/s. The choice
to use 60 km/s was arbitrary, but produced fits with relatively low
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Stellar mass (Msun)

Mass loading

Main limitations: relatively small samples, usually don’t cover all important 
environments (e.g., groups and clusters), don’t always resolve hot phase

Muratov, Kereš, FG+15

only technique that can presently simultaneously model SN clustering, 
multiphase ISM, “correct” ICs/BCs — use to predict galactic wind properties

14 Muratov et al.

winds in V13 are consistent with ours. F14 use systematically lower
⌘ at all masses than we do, but launch their winds at much higher
velocities, suggesting that their winds are much less likely to ever
recycle. See Table C1 for values of ⌘ and launch velocities as they
are in F14, V13, and our simulations.

At low redshift, F14 use values of ⌘ that are in better agree-
ment with our results, while V13 continue to have systematically
higher values of ⌘. For example, V13 use winds with ⌘⇡ 7 at z = 0
for a Milky Way-mass galaxy (vmax ⇡ 200), while our simulations
find that these halos typically have ⌘ ⌧ 1. F14 uses ⌘ ⇡ 1 for a
1012M� halo. We provide more comparisons, and the methodol-
ogy used to derive these comparisons in Appendix C.

Although the winds in our simulations have lower values of ⌘
than those of V13, and lower velocities than those of F14, the FIRE
simulations - like V13 and F14 - nonetheless roughly reproduce
the M⇤�Mh relation (Hopkins et al. 2014). The key to understand-
ing how this is possible may be the burstiness of star formation in
the FIRE simulations. Since the consequence of each burst of star
formation is the dispersal of the ISM, the resultant wind not only
carries out the gas available for star formation, but also has strong
dynamical effects on the halo and galaxy. In other words, although
the amount of material ejected is lower than in V13, and the amount
of recycling due to slow winds is higher than in F14, the dynamical
state of the galaxy limits the efficiency of converting gas into stars.

5.4 Mass-loading as a function of radius within halo

In order to understand how the flux of material traverses different
spatial regions of the halo, we provide Figure 7. The top panel of
this figure shows the total integrated mass of gas that has crossed
various thresholds in the 4.0 > z > 2.0 interval, normalized by the
total stellar mass of each halo at z = 2. The values from this plot
can be used to estimate mass loading at different radii using the
values of ⌘ at 0.25 Rvir given in Table 2.

It is striking that the total gas mass expelled through inner
region of galactic halos at high redshift is tens or even hundred
times larger than the total stellar mass accumulated by z = 2. Two
of the L*-progenitors, m12v and m12i, as well as the massive dwarf
m11, and the LBG-like z2h506 only have about 33% of the total
material ejected into the CGM (to 0.15Rvir) eventually leave the
halo, while m10 loses nearly all of the outflows. This leads us to
conclude that at high redshifts, the majority of CGM outflows in
sufficiently massive galaxies stays within the CGM where a larger
fraction of this gas can recycle back into the galaxy or contribute to
the gaseous reservoirs of halos.

The bottom panel of Figure 7 reveals that the outflow proper-
ties differ at intermediate redshift (2.0 > z > 0.5). In this interval,
the L*-progenitors and m11 now lose 60-70% of material that is
ejected. This suggests that although their gravitational potentials
are deepening, these halos are actually more efficient at expelling
baryons into the IGM. The implications will be discussed further
in Section 6. m10 is particularly peculiar, as it loses significantly
more mass in the outer regions than the amount ejected from the
inner regions. The mass of this halo is below the filtering scale in-
duced by the UV background (Thoul & Weinberg 1996; Gnedin
2000; Faucher-Giguère et al. 2011), which means that the halo may
be gradually heated and unbound. Alternatively, this may imply en-
trainment of loosely bound material in the outer region of the CGM
during the outflow episodes as they propagate outward. We have
verified that most of the mass loss follows bursts of star formation,
suggesting that entrainment is the dominant mechanism that pro-
duces this behavior. These calculations do not account for the fact

that the physical virial radius can be much larger at z = 0.5 than it
was at z = 2, which means that outflow rates we compute here are
only valid with respect to the instantaneous position of the virial
radius but not all of this material actually leaves the growing virial
radius of a halo.

5.5 Wind velocity

As can be seen from Figure 1, our simulations produce winds with a
broad range of velocities. The detailed kinematic structure of winds
will be studied in subsequent work, but here we briefly characterize
the typical wind velocities seen in our simulation.

We use the same redshift intervals and criteria for inclusion
as for measurements of ⌘. At each snapshot, we calculate the 50th
percentile (median) radial wind velocity of outflowing particles in
the 0.25 Rvir shell. To calculate an average wind velocity of a halo
over a broad redshift interval, we compute a flux-weighted average
of the 50th percentile velocities at each snapshot. This ensures that
the average wind velocity is a characteristic of the epochs when the
most significant outflows are likely to be observed. We use this
same procedure to also compute the interval-averaged 95th per-
centile velocity to give an estimate of some of the fastest winds
generated by star formation in our simulations.

We plot the flux-weighted average 50th and 95th percentiles
in Figure 8. We find strong evidence for a slightly super-linear cor-
relation between wind velocity and vc that is well described by a
single power law. Correlations between wind velocity and galaxy
mass are in fact found in observational campaigns that sample a
sufficiently broad range of galaxy masses (Martin et al. 2012). We
note that while the 50th percentile velocities are sometimes close
to the escape velocity of the halo, the 95th percentile velocities are
considerably faster, and approach 1000 km/s for the most massive
halos in our sample. Winds with such velocities could be confused
for winds generated by black holes.

Again, the three L*-progenitor halos are exceptions at the low-
z interval, and appear to have significantly slower winds than simi-
lar halos of their mass did at higher redshift. We interpret this as fur-
ther evidence that the outflow rates measured for the L*-progenitors
at low redshift are not driven by star formation. We find the 50th
percentile wind velocity is fit by the relation:

vwind,50 = 0.854v1.12
c . (9)

The fit for 95th percentile wind velocity is fairly similar, dif-
fering mainly in normalization, which is approximately a factor of
~2 higher:

vwind,95 = 1.85v1.10
c . (10)

We have again only used data from the high-z and med-z
regimes to construct these fits, and consider no redshift evolution,
as it is not apparent from the figure. We caution that the veloci-
ties discussed here were measured at 0.25Rvir for each halo consid-
ered. We have approximately translated these velocities into wind
velocities at the time of launch by considering the gravitational po-
tential difference between 0.25Rvir and the locations where they
are expected to be launched from (i.e. ~1 kpc). We must also as-
sume that the gravitational potential difference would translate into
kinetic energy for the gas and that entrainment is not significant
(see Appendix C). We find that generally launch velocities are
faster by at most a factor of ~2 at high and intermediate redshifts
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Going to full cosmological 
volumes: MUFASA
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Uses FIRE scalings to set velocity and 
mass loading for “hydrodynamically 
decoupled” kinetic winds 

➔ excellent match to observed GSMF
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Going to full cosmological 
volumes: MUFASA

Davé+16

Uses FIRE scalings to set velocity and 
mass loading for “hydrodynamically 
decoupled” kinetic winds 

➔ excellent match to observed GSMF

But, this required some tweaking/
augmenting of the FIRE scalings: 
‣ adjust vwind to account for the fact that 

MUFASA winds are launched at R<RFIRE 

‣ include ‘hot’ wind component

Some other limitations: 
‣ does not capture full velocity, density, 

temperature distributions of the zooms 
‣ does not capture wind time variability



Subgrid models for radiation and CRs?
For SNe, some success in 
developing “resolution-stable“ 
subgrid model

Rosdahl+15

Booth+15

Can we do the same for other 
feedback processes?

I.e., capture correct macro results 
without doing full transport, e.g. 
at ~100 pc-1 kpc resolution in 
pure hydro codes

R. Kannan (this morning) 
suggested SN-like model 
including rad. in Pterminal



Where should we start from? Lots of ISM physics!


Yellow: hot (>million K)     Pink: warm (~10,000 K)     Blue: cold (~100 K)

‣ Gravity & cool/chemistry 

‣ Turbulence (Mach~10-100)

‣ Magnetic fields 

‣ Cosmic rays 

‣ Radiation & winds from stars

‣ Supernovae

Observed: Large Magellanic Cloud

Simulated

if we are to "coarse grain” physics from the bottom up, what scales 

do we need to start with in order to get correct “macro” results?



Other questions
1. Is there a better, more well-defined approach to coarse graining 

galaxy formation?


2. "Natural divides for subgrid models” (introduced by V. Springel 
yesterday). E.g., stellar evolution, molecular clouds. What are others?


3. What observations would be most helpful in directly informing 
subgrid models?


4. Are there things we take for granted in galaxy formation that may be 
wrong? E.g., are SNe really as important as assumed?


5. Are we missing some fundamental ingredients in current theories?  
Things that observers see but theorists are ignoring.                    
[ΛCDM, gravity, cooling, (M)HD, star formation, SNe, stellar winds, radiation, cosmic rays, AGN]


6. What are our metrics for success (what is good enough)?



Other questions #2
7. What about AGN feedback -- does it quench galaxies at the massive 

end?



Extra slides



4 Hopkins et al.

Figure 1. Mock HST images of two Milky Way (MW)-mass FIRE-2 simulated galaxies at z = 0 (m12i and m12f). Each is a u/g/r composite image, using
STARBURST99 to determine the SED of each star based on its age and metallicity and ray-tracing following Hopkins et al. (2005) with attenuation using
a MW-like reddening curve with a dust-to-metals ratio = 0.4. Surface brightness is shown with a logarithmic stretch. We show face-on (top) and edge-on
(bottom) images. Both form thin disks, with clear spiral structure. Note the clear dust lanes and visibly resolved star-forming regions. Properties of each galaxy
(and a complete list) are in Table 1.

whether the instantaneous star formation rate in the galaxy is “fast”
or “slow” (White & Frenk 1991; Kereš et al. 2009).

However, the observed Kennicutt-Schmidt (KS) relation im-
plies that gas consumption timescales are long (⇠ 50 dynamical
times; Kennicutt 1998, and GMCs appear to turn just a few per-
cent of their mass into stars before they are disrupted (Zuckerman
& Evans 1974; Williams & McKee 1997; Evans 1999; Evans et al.
2009). Observed galaxy mass functions and the halo mass-galaxy
mass relation require that galaxies incorporate or retain only a small

fraction of the universal baryon fraction in stars and the ISM (Con-
roy et al. 2006; Behroozi et al. 2010; Moster et al. 2010). Ob-
servations of the intergalactic medium (IGM) and circum-galactic
medium (CGM) require that many of those baryons must have
been accreted into galaxies, enriched, and then expelled in galac-
tic super-winds with mass loading Ṁwind many times larger than
the galaxy SFR (Aguirre et al. 2001; Pettini et al. 2003; Songaila
2005; Martin et al. 2010; Oppenheimer & Davé 2006), and indeed
such winds are ubiquitously observed (Martin 1999, 2006; Heck-
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Pretty FIRE Galaxies


