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Figure 1. A visualization of the gas properties of a massive fable cluster with M500 = 9⇥ 1014M� at z = 0. The main panel shows a
20⇥20⇥5 Mpc slice through the cluster with panels on the right hand side zooming in on individual galaxies and the cluster core. In the
main panel the gas surface density is represented by the image brightness while the gas temperature corresponds to the hue/saturation
of the image according to the inset colour scale. The bottom-right panel shows the gas temperature distribution of a group of galaxies
of various sizes and morphologies. The top-right panel shows the surface density of gas surrounding an individual spiral galaxy on the
cluster outskirts, revealing the onset of ram pressure stripping of cold galactic gas as the galaxy approaches the dense cluster environment.
Lastly, in the middle-right panel we show the X-ray surface brightness in the 0.5 � 7 keV energy band within a region 2 r500 on a side
centred on the cluster.

shows the gas distribution in a 20⇥20⇥5 Mpc slice centred
on the gravitational potential minimum of the cluster. The
gas surface density and temperature are encoded by the im-
age brightness and hue/saturation, respectively, according
to the colour map shown in the bottom-left of the figure.
The structure of the cluster gas is clearly laid out, revealing
an array of interconnected filaments and infalling galaxies
and groups, examples of which are shown in the panels on
the right hand side of the figure. During the formation of this
cluster, a combination of adiabatic compression and shocks
has heated the intracluster gas to high, X-ray emitting tem-
peratures (& 107 K). This is demonstrated in the middle
right-hand panel, which shows the X-ray surface brightness
within a region 2 r500 on a side centred on the cluster.

2.3 Star formation, stellar feedback and chemistry

Star formation and chemistry are treated with the same im-
plementation as in Illustris, as described in detail in Vogels-

berger et al. (2013) and Torrey et al. (2014). In brief, the
dense star-forming interstellar medium (ISM) is treated in
a sub-resolution fashion using a slightly modified version of
the Springel & Hernquist (2003) sub-grid model. The ISM
is modelled using an e↵ective equation of state, where stars
form stochastically from gas above a density threshold with
a given star formation time scale. Stellar mass loss and metal
enrichment are treated by calculating the mass and chemical
composition of ejected material for each active star particle
at each time step and returning it to the nearby gas.

Stellar feedback in the form of galactic outflows is mod-
elled via wind particles launched stochastically from star
forming gas with a velocity based on the local dark matter
velocity dispersion (Vogelsberger et al. 2013). The wind par-
ticles are briefly decoupled from hydrodynamic interactions
until they have left the local ISM and deposit their mass,
metals, momentum and thermal energy into the surround-
ing gas. In Illustris, the energy given to the wind particles is
purely kinetic. These cold winds push gas out of the galactic
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Figure 10. Total baryonic mass fractions inside R500c as a function of halo
mass (black), separated into contributions from stars (red) and gas (green).
Mean relations from Illustris are shown for z = 0 (solid) as well as for
z = 1 (dashed). For comparison, open symbols show z ≈ 0 observations by
Giodini et al. (2009, circles), Gonzalez et al. (2013, squares), and Sanderson
et al. (2013, triangles). The stellar masses match observations rather well,
as discussed in Section 4.2; however, gas masses for massive haloes at z = 0
are severely underestimated by the simulation.

decreasing function of halo mass. As for gas mass measurements,
these masses of M500c ≈ 1013−1014 M⊙ are just high enough for
observational constraints from hot atmosphere modelling to be-
come available, but lower than the most massive clusters (which we
lack due to a limited box size) where the observations indicate an in-
creasing baryon fraction with increasing halo mass, up to the cosmic
baryon fraction. The observed relation for this mass range is flat,
with a slight indication for an increase above M500c ≈ 1013.8 M⊙.
In Illustris, the gas (and total baryon) fraction is indeed flat in this
mass range (and begins to rise above M500c ≈ 1013.5 M⊙), since
this is the regime in which the radio-mode feedback is most effec-
tive: towards lower masses, it becomes less effective as the black
holes are less massive (Sijacki et al. 2014), and towards higher
halo masses, it becomes less effective as the potential wells become
deeper. However, the total baryonic mass fractions, as well as the
gas mass fractions that dominate the total baryon content, are under-
estimated in Illustris with respect to observations. The gas masses
at M500c ≈ 1013 M⊙ are underestimated by a factor of ≈10, and
at M500c ≈ 1014 M⊙ by a factor of ≈3. This likely indicates that
the radio-mode feedback, whose strength was tuned to suppress star
formation and stellar mass buildup in these massive haloes, operates
in a way that is too violent for the gas component, ejecting large
gas masses out of the haloes. We note that Fig. 10 also shows that
the simulated gas, and baryonic, fractions at z = 1 are significantly
higher than at z = 0. This is a result of the late-time onset of the
efficient radio-mode feedback, whose role in suppressing star for-
mation within our model becomes increasingly important at lower
redshifts.

It is interesting to note that as the radio-mode AGN feedback be-
comes less effective towards low masses below M500c ≈ 1012.5 M⊙,

we find rapidly increasing halo gas fractions that approach the cos-
mic baryon fraction. This is understandable as the velocity that is
assigned to the galactic winds in our model scales with, but is some-
what lower in magnitude than, the escape velocity from the halo to
infinity. As a result, the galactic winds generally do not eject gas
out of haloes, allowing them to retain their cosmic baryon fractions
(Suresh et al., in preparation). Such large gas reservoirs have not
yet been detected around L∗ or fainter galaxies. However, this may
be due to observational uncertainties and limitations (Anderson &
Bregman 2014), which are currently only sensitive to the inner parts
of the haloes (Bogdán et al. 2012, 2013; Anderson, Bregman & Dai
2013). The observed limits are quite sensitive to model assump-
tions (Anderson & Bregman 2010), such that a far more detailed
modelling of the exact conditions of this predicted gas is needed in
order to give faithful predictions for its observability. Haloes with
M500c ≈ 1011 M⊙ in Illustris are found to have a baryon fraction
even somewhat above the cosmic baryon fraction, which is related
to the finding that these haloes become more massive with respect
to their Illustris-Dark counterparts (Vogelsberger et al. 2014b). The
baryon fraction, however, starts falling towards lower masses be-
low the peak at M500c ≈ 1010.7 M⊙ (not shown), under the influ-
ence of the cosmic ionizing background radiation (Okamoto, Gao &
Theuns 2008).

In Fig. 11, we go beyond quantifying the total baryonic content
of haloes, and look into the radial distribution of various mass
components. For three different redshifts, z = 3, 1, and 0, we show
the total circular velocity profile

√
GM(< r)/r for central galaxies

(right column), normalized by V200c, as a function of radius and
stacked by stellar mass. The three middle columns break the total
circular velocity profile into its contributions coming from DM, gas,
and stars, and the left-hand panel shows the circular velocity profile
for the matched haloes from Illustris-Dark.

We begin the discussion with the z = 0 results (bottom row). A
comparison between the two panels on the extreme sides reveals
the effects of baryonic physics, most of all baryon condensation,
on the total mass distribution inside haloes. Velliscig et al. (2014)
have recently shown that the total enclosed mass profiles of haloes
are sensitive to the implementation of baryonic physics and feed-
back. Indeed, we find that haloes hosting galaxies with stellar mass
M∗ ! 1011 M⊙ have Vmax/V200c ≈ 1.1 in Illustris-Dark; however,
in Illustris, where baryonic physics is included, the circular ve-
locity curve is more peaked, with Vmax/V200c ≈ 1.3. This is an
important probe of galaxy formation processes, which is relevant
for obtaining a simultaneous match to the stellar mass function
and the Tully–Fisher relation (Vogelsberger et al. 2014b), and for
which we find good agreement with observations (Reyes et al. 2012;
Cattaneo, Salucci & Papastergis 2014). Moreover, the peak is
reached at smaller radii for galaxies with M∗ ! 1011.5 M⊙, at r ≈
(0.05–0.2)R200c, compared with its occurrence at r ≈ 0.3R200c in
Illustris-Dark. Importantly, however, the peak tends to occur at
radii larger than a few per cent of the virial radius, and at the higher
masses where it is closer to the centre, it is also very broad. This
means that the rotation curves of galaxies in Illustris are rising and
are thereafter flat, and only start decreasing at a large fraction of the
virial radius, in good agreement with observations.

An examination of the third and fourth panels from the left re-
veals that for galaxies with stellar mass M∗ ! 1010 M⊙, the con-
tracted profiles with respect to Illustris-Dark are dominated by a
significant gas contribution at r ≈ 0.2R200c, while for galaxies
with stellar mass 1010.5 ! M∗ ! 1011.5 M⊙, the baryon concen-
tration is mostly in the form of stars at r ≈ (0.01–0.1)R200c. A
comparison between the first two panels from the left shows that
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Figure 11. Galaxy stellar mass function (GSMF) com-
pared to observationally derived values (Moustakas et al.
2013; Bernardi et al. 2013). The star-forming GSMFs
(log[SFR/(M�yr�1)] > �0.6 + 0.65 log[M?/1010 M�]) are shifted
down by 1.5 dex for graphical clarity. We present the simulated GSMF
using two measurements of stellar mass: total stellar mass excluding
satellite contributions (Mtot

? ) and the central stellar mass (M<r?
? ) to

compare with observations which are uncertain towards the massive
end (see Bernardi et al. 2013, for details). Error bars show Poisson errors.

these uncertainties, we measure the predicted stellar light in the
simulation also within different radii, and present the predicted to-
tal bound stellar light of each galaxy (Ltot

? ) as well as the light
associated with the central part (L<r?

? ), where r? is our fiducial
galaxy radius defined as twice the stellar half mass radius. Taking
this into account we find reasonable agreement with the shape and
normalisation of the observed luminosity function if we compare
to recent Sersic-fit based GLFs (Bernardi et al. 2013).

The abundance of faint galaxies follows a power-law whereas
brighter galaxies are exponentially suppressed in their abun-
dance (Schechter 1976). This shape is caused by scale-dependent
feedback processes: Low mass systems are affected mostly by stel-
lar SN feedback, whereas star formation in massive systems is
suppressed through SMBH-related AGN feedback (Bower et al.
2006). Our model slightly overpredicts the number of massive and
bright galaxies. This is related to the disagreement we found for the
SFRD, and potentially caused by slightly insufficient AGN feed-
back. Measurements of the luminosity function hence provide im-
portant constraints on galaxy formation, and the agreement found
here demonstrates that a self-consistent treatment of the physics
that is thought to be relevant can indeed reconcile the rather dif-
ferent shapes of the CDM halo mass function and the galaxy lumi-
nosity function. We note that we find a similar level of agreement
in the other bands (g,i,z), and therefore only show the simulation
results in the inset panels.

Observationally, the GLF can be “directly” obtained. How-
ever, simulations have to make certain assumptions and use stellar
population synthesis models to assign luminosities to stellar par-
ticles. Furthermore, the modelling of dust, which we neglected in

Figure 12. Stellar mass to halo mass ratio as a function of halo mass com-
pared to observationally derived abundance matching results (Moster et al.
2013; Behroozi et al. 2013a; Kravtsov et al. 2014). The thick line shows the
median simulation relation. The shaded areas show the 1� regions around
the abundance matching relations, and dashed lines around the predicted
ratio from the simulation. Mtot

? includes all stars except satellites, whereas
M<r?

? includes only the stellar mass within r?.

our analysis, adds further uncertainties. Alternatively, stellar pop-
ulation synthesis models fitted to broadband spectral energy dis-
tributions can be used to transform an observed luminosity func-
tion into a galaxy stellar mass function (GSMF). This quantity
can be straightforwardly compared to simulations, where the stellar
masses of galaxies are a direct output.

Figure 11 adopts this complimentary view and compares the
predicted GSMF to current observations (Moustakas et al. 2013;
Bernardi et al. 2013) based on data from SDSS, and the PRism
MUlti-object Survey (PRIMUS) (Coil et al. 2011; Cool et al.
2013). To bracket uncertainties in the observational estimates for
bright and massive galaxies (Bernardi et al. 2013) we calculate
the total stellar mass excluding satellites (M tot

? ) and for just the
central stellar mass (M<r?

? ) for the simulated galaxies following
the approach used above for the GLF. Given these uncertainties,
the theoretically estimated stellar mass function follows the
observational trends reasonably well, even though the predicted
faint end is slightly overpopulated around M? ⇠ 10

9
M�. We

note, however, that these galaxies are relatively poorly resolved
in the simulation (with only ⇠ 1000 stellar resolution elements).
The simulation volume of Illustris is too small to sample the
massive end very well, which is why there is still some statis-
tical uncertainty in the predicted GSMF towards larger masses.
Interestingly, the stellar mass function of star-forming galaxies
with log[SFR/(M�yr

�1
)] > �0.6 + 0.65 log[M?/10

10
M�]

matches the observations (Moustakas et al. 2013) better than
the total sample. Furthermore, although the total GSMF does
not perfectly agree with the observational data, we recover the
finding that the total galaxy stellar mass function at the massive
end is almost entirely comprised of non-star forming galaxies. For
M? > 10

9
M� we estimate that about 52% of all stellar mass at
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Table A1. Parameter values for the AGN feedback models studied in this paper in comparison to Illustris. The parameter �radio is the
fraction of the Eddington accretion rate below which BHs operate in the radio-mode and above which they operate in the quasar-mode;
✏r is the radiative e�ciency of BH accretion; ✏f is the thermal coupling e�ciency of the quasar-mode; �t is the accumulation time period
between quasar-mode feedback events in Myr; ✏m is the coupling e�ciency of the radio-mode and �BH is the fractional increase in BH
mass required to trigger a radio-mode feedback event.

�radio ✏r ✏f �t (Myr) ✏m �BH

Illustris 0.05 0.2 0.05 – 0.35 0.15
weak radio 0.05 0.1 0.1 – 0.4 0.001
stronger radio 0.05 0.1 0.1 – 0.8 0.01
quasar duty cycle 0.05 0.1 0.1 25 0.4 0.001
fiducial 0.01 0.1 0.1 25 0.8 0.01
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Figure A2. Stellar mass (left) and gas mass (right) fractions inside r500 as a function of halo mass at z = 0 for di↵erent AGN feedback
models. Lines show the mean relation in halo mass bins of width 0.2 dex. Lines become dashed when there are fewer than 10 haloes
per bin. The grey dashed line shows the mean relation in Illustris. The total gas mass excludes cold and multiphase gas as described in
Section 3.2. The observational data (symbols with error bars) are as shown in Fig. 4 and 5.

the models at z = 0. We note that the stellar fractions were
not considered during the process of calibrating our fidu-
cial AGN feedback model. The stellar fractions are largely
consistent with the di↵erence in the GSMFs between di↵er-
ent models. That is, stronger radio-mode feedback reduces
the total stellar mass of massive haloes but the introduc-
tion of a quasar-mode duty cycle has a significantly larger
e↵ect. The models converge at ⇠ 1012M� since black holes
in these haloes have generally not grown su�ciently in mass
for AGN feedback to be e↵ective. At M500 ⇠ 7 ⇥ 1013M�
there is a slight overlap with the observational data and we
find that the ‘quasar duty cycle’ and fiducial models, which
implement a quasar-mode duty cycle, are in agreement with
the observed stellar fractions, while the two models with
continuous quasar-mode feedback slightly overpredict them.
In Fig. 4 we demonstrate that the agreement with observa-
tions continues to much higher halo masses with our fiducial
model, although we caution that this conclusion is depen-

dent on the question of mass bias in X-ray hydrostatic mass
estimates, as we discuss in Section 7.

In the right hand panel of Fig. A2 we compare the me-
dian gas mass fraction of each model as a function of halo
mass at z = 0. The ‘stronger radio’ model yields consider-
ably lower gas fractions than the ‘weak radio’ model. This is
owed to its more energetic bubble injections, which are able
to eject gas from massive haloes more e�ciently. This also
explains why all four models yield much larger gas fractions
than the Illustris model, which injected approximately an
order of magnitude more energy per bubble feedback event.
The ‘quasar duty cycle’ model yields gas mass fractions in
massive haloes almost identical to the ‘weak radio’ model,
however, because the ‘weak radio’ run converts significantly
more gas into stars, the total mass of baryons accumulated
by z = 0 is lower in the model with a quasar-mode duty
cycle. This is because a quasar-mode duty cycle slows the
accumulation of gas onto the virialised region of the halo by
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Table A1. Parameter values for the AGN feedback models studied in this paper in comparison to Illustris. The parameter �radio is the
fraction of the Eddington accretion rate below which BHs operate in the radio-mode and above which they operate in the quasar-mode;
✏r is the radiative e�ciency of BH accretion; ✏f is the thermal coupling e�ciency of the quasar-mode; �t is the accumulation time period
between quasar-mode feedback events in Myr; ✏m is the coupling e�ciency of the radio-mode and �BH is the fractional increase in BH
mass required to trigger a radio-mode feedback event.

�radio ✏r ✏f �t (Myr) ✏m �BH

Illustris 0.05 0.2 0.05 – 0.35 0.15
weak radio 0.05 0.1 0.1 – 0.4 0.001
stronger radio 0.05 0.1 0.1 – 0.8 0.01
quasar duty cycle 0.05 0.1 0.1 25 0.4 0.001
fiducial 0.01 0.1 0.1 25 0.8 0.01
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Figure A2. Stellar mass (left) and gas mass (right) fractions inside r500 as a function of halo mass at z = 0 for di↵erent AGN feedback
models. Lines show the mean relation in halo mass bins of width 0.2 dex. Lines become dashed when there are fewer than 10 haloes
per bin. The grey dashed line shows the mean relation in Illustris. The total gas mass excludes cold and multiphase gas as described in
Section 3.2. The observational data (symbols with error bars) are as shown in Fig. 4 and 5.

the models at z = 0. We note that the stellar fractions were
not considered during the process of calibrating our fidu-
cial AGN feedback model. The stellar fractions are largely
consistent with the di↵erence in the GSMFs between di↵er-
ent models. That is, stronger radio-mode feedback reduces
the total stellar mass of massive haloes but the introduc-
tion of a quasar-mode duty cycle has a significantly larger
e↵ect. The models converge at ⇠ 1012M� since black holes
in these haloes have generally not grown su�ciently in mass
for AGN feedback to be e↵ective. At M500 ⇠ 7 ⇥ 1013M�
there is a slight overlap with the observational data and we
find that the ‘quasar duty cycle’ and fiducial models, which
implement a quasar-mode duty cycle, are in agreement with
the observed stellar fractions, while the two models with
continuous quasar-mode feedback slightly overpredict them.
In Fig. 4 we demonstrate that the agreement with observa-
tions continues to much higher halo masses with our fiducial
model, although we caution that this conclusion is depen-

dent on the question of mass bias in X-ray hydrostatic mass
estimates, as we discuss in Section 7.

In the right hand panel of Fig. A2 we compare the me-
dian gas mass fraction of each model as a function of halo
mass at z = 0. The ‘stronger radio’ model yields consider-
ably lower gas fractions than the ‘weak radio’ model. This is
owed to its more energetic bubble injections, which are able
to eject gas from massive haloes more e�ciently. This also
explains why all four models yield much larger gas fractions
than the Illustris model, which injected approximately an
order of magnitude more energy per bubble feedback event.
The ‘quasar duty cycle’ model yields gas mass fractions in
massive haloes almost identical to the ‘weak radio’ model,
however, because the ‘weak radio’ run converts significantly
more gas into stars, the total mass of baryons accumulated
by z = 0 is lower in the model with a quasar-mode duty
cycle. This is because a quasar-mode duty cycle slows the
accumulation of gas onto the virialised region of the halo by
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Figure 4. Stellar mass fraction within r500 as a function of halo
mass at z = 0. Open diamonds show haloes from the 40h�1 Mpc
periodic box while filled diamonds show the main halo of each
zoom-in simulation. The solid line shows the mean relation in
bins of halo mass for comparison with the mean relation from
Illustris at z = 0 (grey dashed line). Symbols with error bars
show z ' 0 observations from Gonzalez et al. (2013), Sanderson
et al. (2013) and Kravtsov et al. (2018). Following Chiu et al.
(2015), the stellar mass measurements of Gonzalez et al. (2013)
and Sanderson et al. (2013) have been reduced by 24 per cent to
ensure all stellar masses are appropriate for a Chabrier IMF.

served stellar mass fractions across a wide range of halo
masses from galaxy groups (a few times 1013M�) to high
mass clusters (⇠ 1015M�). Although our AGN feedback
model was tuned to reproduce the z = 0 GSMF, the cos-
mological volume used in the tuning process contains only
one halo with M500 ⇠ 1014M�. It is therefore reassuring
that our model yields a realistic buildup of stellar mass even
in dense cluster environments. We reproduce the observed
trend with halo mass, with an increase in the stellar frac-
tion toward lower mass systems. The relationship between
stellar fraction and halo mass is similar between fable and
Illustris, with an o↵set in the normalisation. The di↵erence
in normalisation at M500 & 1013M� is due to more e�-
cient suppression of star formation by AGN feedback in fa-
ble, consistent with the o↵set in the GSMFs. The o↵set at
M500 . 1013M� is partly due to our choice of larger gravita-
tional softening lengths compared with Illustris and partly
our change to the stellar feedback model.

We caution that the observations plotted in Fig. 4 de-
rive halo masses from X-ray data, which could potentially
underestimate the true mass (see Section 3.3). Correcting
for such a bias (if present) would shift the observational
data to lower stellar fractions, away from our relation. On
the other hand, observations may underestimate the stellar
mass of the BCG and associated intracluster light, which
can contribute & 50 per cent of the total stellar mass both
observationally (e.g. Gonzalez et al. 2013) and in our sim-

Figure 5. Gas mass fraction within r500 as a function of halo
mass at z = 0. Marker styles are the same as in Fig. 4. The
solid line shows the mean relation of these points in halo mass
bins. Cold and multiphase gas has been excluded as described in
Section 3.2. The dashed line shows the mean relation when all
gas is included. The grey dashed line is the mean relation from
Illustris at z = 0 (Genel et al. 2014). Symbols with error bars show
z ' 0 observations from Vikhlinin et al. (2006), Gastaldello et al.
(2007), Maughan et al. (2008), Giodini et al. (2009), Sun et al.
(2009), Croston et al. (2008), Sanderson et al. (2013), Gonzalez
et al. (2013) and Lovisari et al. (2015).

ulations. The characteristically di↵use emission of the ICL
makes it particularly di�cult to quantify and thus a non-
negligible fraction of a cluster’s total stellar content may be
missed.

5.2 Gas mass fractions

In Fig. 5 we plot the total gas mass fraction within r500 as
a function of halo mass at z = 0. The solid line shows the
mean relation in bins of halo mass. We compare to a range
of observational data (symbols with error bars) as well as
the mean relation in Illustris (grey dashed line). Since ob-
served gas fractions are obtained from X-ray observations,
we exclude cold and multiphase gas as in the generation of
our simulated X-ray spectra (see Section 3.2). For complete-
ness, we also show the mean gas fraction–halo mass relation
when all gas is included (dashed line). The di↵erence be-
comes significant below ⇠ 1013M�, however there is very
little available X-ray data at these masses.

We have calibrated the fable AGN feedback model to
observed gas fractions only for haloes in the 40h�1 Mpc
periodic box, which are represented by the open diamonds
in Fig. 5. Although the model was not calibrated to clus-
ter scales (& 1014M�), the zoom-in simulations (filled dia-
monds) are in good agreement with the observations even in
massive clusters (⇡ 1015M�). This was certainly not guar-
anteed, as the much deeper potentials of clusters make it
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Figure 4. Stellar mass fraction within r500 as a function of halo
mass at z = 0. Open diamonds show haloes from the 40h�1 Mpc
periodic box while filled diamonds show the main halo of each
zoom-in simulation. The solid line shows the mean relation in
bins of halo mass for comparison with the mean relation from
Illustris at z = 0 (grey dashed line). Symbols with error bars
show z ' 0 observations from Gonzalez et al. (2013), Sanderson
et al. (2013) and Kravtsov et al. (2018). Following Chiu et al.
(2015), the stellar mass measurements of Gonzalez et al. (2013)
and Sanderson et al. (2013) have been reduced by 24 per cent to
ensure all stellar masses are appropriate for a Chabrier IMF.

served stellar mass fractions across a wide range of halo
masses from galaxy groups (a few times 1013M�) to high
mass clusters (⇠ 1015M�). Although our AGN feedback
model was tuned to reproduce the z = 0 GSMF, the cos-
mological volume used in the tuning process contains only
one halo with M500 ⇠ 1014M�. It is therefore reassuring
that our model yields a realistic buildup of stellar mass even
in dense cluster environments. We reproduce the observed
trend with halo mass, with an increase in the stellar frac-
tion toward lower mass systems. The relationship between
stellar fraction and halo mass is similar between fable and
Illustris, with an o↵set in the normalisation. The di↵erence
in normalisation at M500 & 1013M� is due to more e�-
cient suppression of star formation by AGN feedback in fa-
ble, consistent with the o↵set in the GSMFs. The o↵set at
M500 . 1013M� is partly due to our choice of larger gravita-
tional softening lengths compared with Illustris and partly
our change to the stellar feedback model.

We caution that the observations plotted in Fig. 4 de-
rive halo masses from X-ray data, which could potentially
underestimate the true mass (see Section 3.3). Correcting
for such a bias (if present) would shift the observational
data to lower stellar fractions, away from our relation. On
the other hand, observations may underestimate the stellar
mass of the BCG and associated intracluster light, which
can contribute & 50 per cent of the total stellar mass both
observationally (e.g. Gonzalez et al. 2013) and in our sim-

1012 1013 1014 1015

M500 [M�]
0.00

0.05

0.10

0.15

0.20

M
ga

s,
50

0/
M

50
0

Vikhlinin+ 2006
Gastaldello+ 2007
Maughan+ 2008
Giodini+ 2009
Sun+ 2009
Croston+ 2008
Sanderson+ 2013

Gonzalez+ 2013
Lovisari+ 2015
Illustris

Hot gas
All gas

Figure 5. Gas mass fraction within r500 as a function of halo
mass at z = 0. Marker styles are the same as in Fig. 4. The
solid line shows the mean relation of these points in halo mass
bins. Cold and multiphase gas has been excluded as described in
Section 3.2. The dashed line shows the mean relation when all
gas is included. The grey dashed line is the mean relation from
Illustris at z = 0 (Genel et al. 2014). Symbols with error bars show
z ' 0 observations from Vikhlinin et al. (2006), Gastaldello et al.
(2007), Maughan et al. (2008), Giodini et al. (2009), Sun et al.
(2009), Croston et al. (2008), Sanderson et al. (2013), Gonzalez
et al. (2013) and Lovisari et al. (2015).

ulations. The characteristically di↵use emission of the ICL
makes it particularly di�cult to quantify and thus a non-
negligible fraction of a cluster’s total stellar content may be
missed.

5.2 Gas mass fractions

In Fig. 5 we plot the total gas mass fraction within r500 as
a function of halo mass at z = 0. The solid line shows the
mean relation in bins of halo mass. We compare to a range
of observational data (symbols with error bars) as well as
the mean relation in Illustris (grey dashed line). Since ob-
served gas fractions are obtained from X-ray observations,
we exclude cold and multiphase gas as in the generation of
our simulated X-ray spectra (see Section 3.2). For complete-
ness, we also show the mean gas fraction–halo mass relation
when all gas is included (dashed line). The di↵erence be-
comes significant below ⇠ 1013M�, however there is very
little available X-ray data at these masses.

We have calibrated the fable AGN feedback model to
observed gas fractions only for haloes in the 40h�1 Mpc
periodic box, which are represented by the open diamonds
in Fig. 5. Although the model was not calibrated to clus-
ter scales (& 1014M�), the zoom-in simulations (filled dia-
monds) are in good agreement with the observations even in
massive clusters (⇡ 1015M�). This was certainly not guar-
anteed, as the much deeper potentials of clusters make it
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Figure 2. The fable galaxy stellar mass function at z = 0 for
di↵erent definitions of galaxy stellar mass (lines) in comparison to
observations (symbols with error bars). We consider three defini-
tions of a galaxy’s stellar mass: the total mass of all star particles
bound to the subhalo, those within twice the stellar half-mass
radius and those within 30 pkpc. Lines become dashed at the
high-mass end when there are fewer than 10 objects per 0.2 dex
stellar mass bin. Data points show measurements with 1-sigma er-
ror bars from Li & White (2009), D’Souza et al. (2015), Bernardi
et al. (2013) and Baldry et al. (2012). The grey solid and dotted
lines are the z = 0 GSMFs of Illustris (Genel et al. 2014) using
the total bound stellar mass of each galaxy and the mass within
twice the stellar half-mass radius, respectively. The grey dashed
line is the z = 0.1 GSMF of eagle (Schaye et al. 2015) using
the stellar mass within a spherical 30 pkpc aperture. All mass
functions assume a Chabrier (2003) IMF.

stellar mass. Quantitatively, the e↵ect is a systematic de-
crease of ⇠ 0.2 dex in the mass function for stellar masses
ranging from near the resolution limit (⇠ 108M�) to just be-
low the knee (⇠ 1010M�). This o↵set is already present at
z = 8 and persists until z = 0. As there is no general consen-
sus regarding the choice of gravitational softening lengths,
our improved agreement at the low mass end of the GSMF
is largely serendipitous. We also note that, like Illustris, we
are unlikely to be fully converged with respect to resolution.

The knee of the GSMF is in agreement with the data,
although it is slightly lower than in Illustris. The di↵er-
ence is largely the result of changes to the stellar feedback
model. As discussed in Section 2.3, we have modified the
stellar feedback model of Illustris by assigning one-third of
the galactic wind energy as thermal. We find that this re-
duces the abundance of galaxies mostly around the knee of
the z = 0 GSMF, leaving lower masses (M? . 1010M�) rel-
atively una↵ected. Physically, star formation is suppressed
because warmer winds increase the buoyancy of the gas out-
flow thereby reducing the rate at which gas is recycled back
onto the galaxy.

The high mass end of the total and 2 r?,1/2 GSMFs are

very similar to those of Illustris, with a slight reduction in
the abundance of the most massive galaxies. This is encour-
aging given that we have greatly reduced the burstiness of
the radio-mode of AGN feedback compared to Illustris and
therefore reduced its ability to suppress star formation in
massive haloes. Instead we have managed to e�ciently sup-
press star formation in massive galaxies through the use of a
duty cycle for the quasar-mode of feedback. In Appendix A
we show how this a↵ects the high mass end of the z = 0
GSMF and the gas fractions of massive haloes compared
with continuous quasar-mode feedback.

The GSMF of eagle was calibrated to reproduce the
mass function derived by Li & White (2009) for a com-
plete spectroscopic sample from the Sloan Digital Sky Sur-
vey (SDSS) (open symbols in Fig. 2). Li & White (2009)
measure galaxy flux within a projected Petrosian aperture,
which Schaye et al. (2015) show yields a GSMF similar to a
spherical aperture of radius 30 pkpc for galaxies in eagle.
At low masses, M? . 1010M�, our 30 pkpc aperture mass
function is almost identical to that of eagle. Around the
knee of the GSMF (M? . 1011M�) we are actually in better
agreement with Li & White (2009) compared with eagle,
which somewhat underestimates the GSMF there. At larger
masses we overestimate Li & White (2009) by ⇠ 0.3 dex, al-
though the di↵erence may be exaggerated as Bernardi et al.
(2017) argue that Li & White (2009) use mass-to-light ratios
that are biased low for massive galaxies.

At the high mass end of the GSMF there is signifi-
cant variation between di↵erent observational studies. Some
of the dominant causes for this variation are discussed in
Bernardi et al. (2017). In particular, the observed GSMF
depends on how the total light associated with a galaxy is
determined. The potential impact of this e↵ect is apparent
from the simulated total and aperture mass functions shown
in Fig. 2, which di↵er by ⇠ 0.3 dex on the vertical axis at
the high mass end. In addition, there is some freedom in
the stellar population modelling used to estimate the mass
associated with the total stellar light (i.e. the mass-to-light
ratio).

The GSMF derived from the total bound stellar mass
of galaxies slightly exceeds observational constraints at the
high mass end, suggesting that the fable simulations pro-
duce slightly too many massive galaxies. The degree to which
this is true depends on what fraction of the total mass in
massive galaxies is accounted for in observations. In particu-
lar, a significant fraction (⇠ 30 per cent) of the total stellar
mass in our massive galaxies is contained in the ICL, the
di↵use nature of which makes it di�cult to quantify from
observations. Studies which measure the galaxy flux within
a particular aperture will typically exclude the majority of
the ICL associated with massive galaxies. For example, the
Petrosian aperture used by Li & White (2009) is known
to significantly underestimate the flux of galaxies with ex-
tended surface brightness profiles (Blanton et al. 2001; Gra-
ham et al. 2005; Bernardi et al. 2010, 2013). More recent
studies such as Baldry et al. (2012), Bernardi et al. (2013)
and D’Souza et al. (2015) attempt to measure a better es-
timate of the total flux of galaxies by integrating models fit
to their surface brightness distributions. Baldry et al. (2012)
fit Sersic profiles to z < 0.06 galaxies from the Galaxy And
Mass Assembly (GAMA) survey while Bernardi et al. (2013)
fit Sersic-exponential models to a magnitude-limited sam-
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ple of SDSS galaxies. D’Souza et al. (2015) use the same
sample as Li & White (2009) but integrate the galaxy flux
from exponential or de Vaucouleurs profile fits and derive
flux corrections from stacked SDSS images, which provide
a more accurate measurement of the total amount of light
owing to the increased signal-to-noise ratio. The extra light
returned by this method compared to Li & White (2009)
results in a larger abundance of massive galaxies, as evident
in Fig. 2. These model profiles can only be fit to the cen-
tral, high signal-to-noise regions of galaxies and must make
assumptions about the outer regions of the galaxy profile.
Which profile is the most appropriate at the high mass end
is still debated and can lead to a significant bias in the total
estimated flux and resultant stellar mass estimate (see e.g.
discussion in Bernardi et al. 2013).

Using an aperture of radius 2 r?,1/2, the fable GSMF
is in very good agreement with Bernardi et al. (2013) at the
high mass end but is overestimated compared to D’Souza
et al. (2015) and Baldry et al. (2012). Bernardi et al. (2017)
show that the Sersic-exponential fits used by Bernardi et al.
(2013) return galaxy fluxes similar to the corrected fluxes of
D’Souza et al. (2015). Similarly, Bernardi et al. (2013) show
that their luminosity function is in good agreement with
that used in Baldry et al. (2012). This implies that the dif-
ference between these three studies at the massive end of the
GSMF is due to di↵erences in their assumed mass-to-light
ratios rather than their methods for estimating galaxy flux.
Bernardi et al. (2017) state that the Bernardi et al. (2013)
model is oversimplified and may overestimate the mass-to-
light ratio. On the other hand, the stellar population mod-
elling used by D’Souza et al. (2015) results in a mass function
that is ⇠ 0.3 dex lower on the vertical axes above 1011.5M�
compared to more recent estimates of the mass-to-light ratio
based on the same IMF (Bernardi et al. 2017). Given that
there is no consensus as to the best approach to stellar popu-
lation modelling, in addition to the uncertainty in how to fit
the light profiles of massive galaxies, there is arguably little
point in tuning the simulated galaxy stellar mass function
to a specific dataset. Overall, we are satisifed that the di↵er-
ence between the simulated and observed GSMFs is similar
to the variation between di↵erent observational studies.

4.2 Galaxy stellar mass function at z  3

In Fig. 3 we plot the GSMF at z  3 in comparison to ob-
servational data from Muzzin et al. (2013) and Ilbert et al.
(2013), two independent estimates both based on UltraV-
ISTA DR1, and Tomczak et al. (2014), for the FourStar
Galaxy Evolution Survey (ZFOURGE).

We continue to have good agreement with the data be-
yond z = 0. Although the fable model for AGN feedback
has been calibrated to match the z = 0 GSMF, the agree-
ment is not guaranteed at higher redshifts. The high mass
end of the GSMF is in good agreement with the data at each
of the redshifts shown, except for a slight underestimate at
z = 2. This may be due to small number statistics imposed
by our finite box size, as the two highest occupied mass bins
at z = 2 contain only one or two galaxies.

At z � 1 the low mass end of the GSMF is somewhat
overestimated, although this is not entirely unexpected given
that this was also the case in Illustris. We have slightly al-
tered the stellar feedback model of Illustris by implementing
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Figure 3. The galaxy stellar mass function at redshifts 0  z  3
(lines) compared to observations (symbols with error bars). Two
definitions are used for a simulated galaxy’s stellar mass: all stellar
mass bound to the subhalo (solid lines) and bound stellar mass
within twice the stellar half-mass radius (dashed lines). The z = 0
data are the same as in Fig. 2. At z = 1 we compare to observed
GSMFs in the redshift ranges 1.0  z < 1.5, 0.8 < z < 1.1 and
1.0 < z < 1.25 for Muzzin et al. (2013) (downward triangles),
Ilbert et al. (2013) (upward triangles) and Tomczak et al. (2014)
(stars), respectively. At z = 2 and z = 3 we compare with the
GSMFs for redshift ranges 2.0 < z < 2.5 and 3.0 < z < 3.5,
respectively. Only stellar mass bins above the mass completeness
limit are plotted in each case. Stellar masses have been converted
to a Chabrier (2003) IMF where necessary by subtracting 0.25
dex or 0.05 dex for a Salpeter (1955) or Kroupa (2001) IMF,
respectively.

thermal winds, however this largely a↵ects galaxies around
the knee of the GSMF rather than low mass galaxies and
any significant changes are limited to z < 2.

5 GLOBAL GROUP AND CLUSTER
PROPERTIES

5.1 Stellar mass fractions

In Fig. 4 we plot the stellar mass fraction within r500 as a
function of halo mass at z = 0. We consider all FoF haloes in
the periodic volume (open diamonds), plus the main halo in
each of the zoom-in simulations (filled diamonds). We do not
discriminate between stars in satellite galaxies, the brightest
central galaxy (BCG) or the ICL because the distinction
between BCG and ICL is not well defined. We therefore
compare to studies which take into account contributions
from all three components (Gonzalez et al. 2013; Sanderson
et al. 2013; Kravtsov et al. 2018). The grey dashed line is
the mean relation from the Illustris simulation (Genel et al.
2014).

The fable simulations are a very good match to ob-
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Figure 1. A visualization of the gas properties of a massive fable cluster with M500 = 9⇥ 1014M� at z = 0. The main panel shows a
20⇥20⇥5 Mpc slice through the cluster with panels on the right hand side zooming in on individual galaxies and the cluster core. In the
main panel the gas surface density is represented by the image brightness while the gas temperature corresponds to the hue/saturation
of the image according to the inset colour scale. The bottom-right panel shows the gas temperature distribution of a group of galaxies
of various sizes and morphologies. The top-right panel shows the surface density of gas surrounding an individual spiral galaxy on the
cluster outskirts, revealing the onset of ram pressure stripping of cold galactic gas as the galaxy approaches the dense cluster environment.
Lastly, in the middle-right panel we show the X-ray surface brightness in the 0.5 � 7 keV energy band within a region 2 r500 on a side
centred on the cluster.

shows the gas distribution in a 20⇥20⇥5 Mpc slice centred
on the gravitational potential minimum of the cluster. The
gas surface density and temperature are encoded by the im-
age brightness and hue/saturation, respectively, according
to the colour map shown in the bottom-left of the figure.
The structure of the cluster gas is clearly laid out, revealing
an array of interconnected filaments and infalling galaxies
and groups, examples of which are shown in the panels on
the right hand side of the figure. During the formation of this
cluster, a combination of adiabatic compression and shocks
has heated the intracluster gas to high, X-ray emitting tem-
peratures (& 107 K). This is demonstrated in the middle
right-hand panel, which shows the X-ray surface brightness
within a region 2 r500 on a side centred on the cluster.

2.3 Star formation, stellar feedback and chemistry

Star formation and chemistry are treated with the same im-
plementation as in Illustris, as described in detail in Vogels-

berger et al. (2013) and Torrey et al. (2014). In brief, the
dense star-forming interstellar medium (ISM) is treated in
a sub-resolution fashion using a slightly modified version of
the Springel & Hernquist (2003) sub-grid model. The ISM
is modelled using an e↵ective equation of state, where stars
form stochastically from gas above a density threshold with
a given star formation time scale. Stellar mass loss and metal
enrichment are treated by calculating the mass and chemical
composition of ejected material for each active star particle
at each time step and returning it to the nearby gas.

Stellar feedback in the form of galactic outflows is mod-
elled via wind particles launched stochastically from star
forming gas with a velocity based on the local dark matter
velocity dispersion (Vogelsberger et al. 2013). The wind par-
ticles are briefly decoupled from hydrodynamic interactions
until they have left the local ISM and deposit their mass,
metals, momentum and thermal energy into the surround-
ing gas. In Illustris, the energy given to the wind particles is
purely kinetic. These cold winds push gas out of the galactic
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Figure 6. X-ray Luminosity in the 0.1� 2.4 keV band as a function of total mass (left) and gas mass (right) at z = 0. Marker styles are
the same as in Fig. 4. In the left hand panel, light grey symbols with error bars represent observational data for which total masses were
estimated from X-ray observations assuming hydrostatic equilibrium (Lovisari et al. 2015; Eckmiller et al. 2011; Pratt et al. 2009; Giles
et al. 2017). Dark grey symbols with error bars show observational data for which total masses were estimated from weak gravitational
lensing (Leauthaud et al. 2010; Mantz et al. 2016). In the right hand panel we compare to X-ray luminosities and gas masses from
Lovisari et al. (2015), Eckmiller et al. (2011), Pratt et al. (2009) and Mantz et al. (2016).

Figure 7. Bolometric (0.01� 100 keV) X-ray luminosity as a function of total mass (left) and gas mass (right) at z = 0. In the left hand
panel, light grey symbols with error bars represent observational data based on X-ray hydrostatic masses (Pratt et al. 2009; Giles et al.
2017). Dark grey symbols with error bars are the XXL-100-GC clusters (Giles et al. 2016) for which total masses were estimated from
the internally calibrated weak lensing mass–temperature relation presented in Lieu et al. (2016). In the right hand panel we compare
with data from Pratt et al. (2009), Zhang et al. (2011) and Mahdavi et al. (2013).
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Figure 8. Bolometric (0.01�100 keV) X-ray luminosity as a function of spectroscopic temperature measured in the (0�1) r500 aperture
(left) and the (0.15� 1) r500 aperture (right) at z = 0. Data from several X-ray studies are shown for comparison (Osmond & Ponman
2004; Maughan et al. 2012; Zou et al. 2016; Pratt et al. 2009; Sun 2012).
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Figure 9. Total mass as a function of spectroscopic temperature compared to observations based on X-ray hydrostatic masses (left)
and weak lensing masses (right). In the left hand panel temperatures are measured within a projected aperture of radius r500. Symbols
with error bars show data from Lovisari et al. (2015), Eckmiller et al. (2011), Pratt et al. (2009) and Mahdavi et al. (2013). In the right
hand panel we compare to Lieu et al. (2016) whom measure weak-lensing masses for a sample of the brightest clusters in the XXL survey
(symbols with error bars). We mimic Lieu et al. (2016) by measuring temperatures within a projected aperture of radius 300 pkpc. The
solid line is the best-fit to the XXL data and the dashed line is the best-fit to an extended sample including additional groups and
clusters from COSMOS (Kettula et al. 2013) and CCCP (Hoekstra et al. 2015).
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further circumstantial evidence that weak lensing mass mea-
surements are less biased. We caution, however, that changes
in the feedback modelling beyond those considered here may
results in larger variations in the predicted normalisation.

5.6 SZ-Mass relation

In Fig. 10 we plot the mean tSZ flux–halo mass relation
calculated as described in Section 3.4. As in Planck Col-
laboration XI (2013), we self-similarly scale the tSZ flux to
redshift z = 0 and to a fixed angular diameter distance of
500 Mpc, yielding the tSZ signal, Ỹ5r500 , in units of square
arcminutes.

The fable simulations produce a power-law relation ex-
tending from massive galaxies to clusters in good agreement
with both the original Planck Collaboration XI (2013) re-
lation, which is based on halo masses derived from a semi-
analytic galaxy formation model, and the weak lensing cal-
ibrated relation from Wang et al. (2016). At ⇠ 5 ⇥ 1012M�
there is a slight upturn in the observed relation not seen in
the simulations, however, these two mass bins correspond to
detections of less than two sigma. Furthermore, Planck Col-
laboration XI (2013) state that the three lowest mass bins
are noticeably a↵ected by dust contamination and may be
more uncertain than the statistical measures indicate. In-
deed, Greco et al. (2015) explicitly model the dust emission
from each LBG in the sample and find that, for the low-
mass LBGs with M500 . 1013.3M�, the stacked signal from
dust emission is comparable to or larger than the stacked
tSZ signal.

6 ICM PROFILES

6.1 Density profiles

In Fig. 11 we show spherically-averaged radial density pro-
files of the ICM in fable groups and clusters at z = 0. In
the left hand panel we compare group-scale systems to the
density profiles of the Sun et al. (2009) sample of groups
observed with Chandra. The Sun et al. (2009) sample con-
sists of 43 groups with X-ray hydrostatic mass estimates in
the range 1.6 ⇥ 1013 M�  M500  1.8 ⇥ 1014 M� with a
median of 7.3⇥1013M�. The sample was drawn from Chan-
dra archival data with the requirement that gas properties
could be derived out to at least r2500 (⇡ 0.47 r500). We
compare to a halo mass-selected sample of simulated groups
with 3.2 ⇥ 1013 M�  M500  2.2 ⇥ 1014 M� and a compa-
rable median mass of 5.7 ⇥ 1013M�. The simulated density
profiles are in good agreement with the Sun et al. (2009)
profiles beyond ⇠ 0.3 r500 but slightly underestimate the
median density at smaller radii. At & 0.3 r500 the agreement
is consistent with our match to observed gas mass fractions
(see Fig. 5), as this region contains ⇠ 90 per cent of the total
gas mass.

In Section 5 we argued that if there is a significant X-
ray mass bias then the fable systems may be over-luminous
in X-rays and that this may be the result of an overabun-
dance of gas (the observed gas fractions in Fig. 5 being bi-
ased high). In this case, we would expect to overestimate
the gas density in the outer regions compared to the data.
The fact that this is not seen does not, however, rule out

1012 1013 1014 1015

M500 [M�]
10�8

10�7

10�6

10�5

10�4

10�3

10�2

10�1

Ỹ
5r

50
0

[a
rc

m
in

2 ]

Planck XI 2013
Wang+ 2016

Figure 10. tSZ flux as a function of halo mass at z = 0. The tSZ
flux is calculated as described in Section 3.4 and has been scaled to
z = 0 and a fixed angular diameter distance of 500 Mpc. Symbols
with error bars show the mean tSZ signal in bins of halo mass for
a sample of SDSS locally brightest galaxies presented in Planck
Collaboration XI (2013). Filled circles correspond to halo masses
derived by Planck Collaboration XI (2013) from a semi-analytic
galaxy formation model and open circles show the recalibrated
halo masses and associated uncertainties determined by Wang
et al. (2016) using stacked weak lensing analyses. The dashed
line shows the best-fitting relation from Planck Collaboration XI
(2013) and the dotted line shows the best-fitting relation for the
Wang et al. (2016) recalibration.

the possibility of a significant X-ray mass bias. One expla-
nation is the di↵erence between the halo mass distributions
of the observed and simulated samples. Although we have
tried to match the median halo masses of the observed and
simulated samples as closely as possible given the small sam-
ple size, the median mass of the simulated sample is 22 per
cent lower than that of the Sun et al. (2009) sample and
would decrease further in the case of an X-ray mass bias
(a 45 per cent di↵erence if X-ray masses are biased low by
30 per cent). As the gas content of massive haloes is a rel-
atively strong function of their halo mass (see e.g. Fig. 5),
this could result in a mismatch between the two samples.
Another explanation is that the average X-ray luminosity of
the Sun et al. (2009) sample is biased high due to their re-
quirement that group emission be traced out to a significant
fraction of r500. Indeed, as we discussed in Section 5.4, the
Sun et al. (2009) groups with T500 ⇠ 1 keV possess slightly
higher X-ray luminosities compared to the Osmond & Pon-
man (2004) and Zou et al. (2016) samples, such that the
L

bol

500 � T500 relation of our simulated groups is actually in
good agreement with the Sun et al. (2009) data. This could
explain why our simulated groups match the density profile
of the Sun et al. (2009) groups yet seem to overestimate the
X-ray luminosity relative to other studies.

At r . 0.3 r500 the simulated density profiles mostly
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Figure 3: SZ flux integrated within a projected aperture of radius 0.75 arcminutes as a function of halo mass at

di↵erent redshifts compared with clusters in the 2500 deg
2

SPT-SZ survey (Bleem et al. 2015). Open circles with

error bars show the median and 1-sigma intrinsic scatter in halo mass bins of width 0.2 dex for SPT clusters within

the redshift range specified in the figure legends. Individual clusters are plotted as small open circles when there are

fewer than ten objects per bin. Only SPT clusters with a halo mass estimate are shown.
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further circumstantial evidence that weak lensing mass mea-
surements are less biased. We caution, however, that changes
in the feedback modelling beyond those considered here may
results in larger variations in the predicted normalisation.

5.6 SZ-Mass relation

In Fig. 10 we plot the mean tSZ flux–halo mass relation
calculated as described in Section 3.4. As in Planck Col-
laboration XI (2013), we self-similarly scale the tSZ flux to
redshift z = 0 and to a fixed angular diameter distance of
500 Mpc, yielding the tSZ signal, Ỹ5r500 , in units of square
arcminutes.

The fable simulations produce a power-law relation ex-
tending from massive galaxies to clusters in good agreement
with both the original Planck Collaboration XI (2013) re-
lation, which is based on halo masses derived from a semi-
analytic galaxy formation model, and the weak lensing cal-
ibrated relation from Wang et al. (2016). At ⇠ 5 ⇥ 1012M�
there is a slight upturn in the observed relation not seen in
the simulations, however, these two mass bins correspond to
detections of less than two sigma. Furthermore, Planck Col-
laboration XI (2013) state that the three lowest mass bins
are noticeably a↵ected by dust contamination and may be
more uncertain than the statistical measures indicate. In-
deed, Greco et al. (2015) explicitly model the dust emission
from each LBG in the sample and find that, for the low-
mass LBGs with M500 . 1013.3M�, the stacked signal from
dust emission is comparable to or larger than the stacked
tSZ signal.

6 ICM PROFILES

6.1 Density profiles

In Fig. 11 we show spherically-averaged radial density pro-
files of the ICM in fable groups and clusters at z = 0. In
the left hand panel we compare group-scale systems to the
density profiles of the Sun et al. (2009) sample of groups
observed with Chandra. The Sun et al. (2009) sample con-
sists of 43 groups with X-ray hydrostatic mass estimates in
the range 1.6 ⇥ 1013 M�  M500  1.8 ⇥ 1014 M� with a
median of 7.3⇥1013M�. The sample was drawn from Chan-
dra archival data with the requirement that gas properties
could be derived out to at least r2500 (⇡ 0.47 r500). We
compare to a halo mass-selected sample of simulated groups
with 3.2 ⇥ 1013 M�  M500  2.2 ⇥ 1014 M� and a compa-
rable median mass of 5.7 ⇥ 1013M�. The simulated density
profiles are in good agreement with the Sun et al. (2009)
profiles beyond ⇠ 0.3 r500 but slightly underestimate the
median density at smaller radii. At & 0.3 r500 the agreement
is consistent with our match to observed gas mass fractions
(see Fig. 5), as this region contains ⇠ 90 per cent of the total
gas mass.

In Section 5 we argued that if there is a significant X-
ray mass bias then the fable systems may be over-luminous
in X-rays and that this may be the result of an overabun-
dance of gas (the observed gas fractions in Fig. 5 being bi-
ased high). In this case, we would expect to overestimate
the gas density in the outer regions compared to the data.
The fact that this is not seen does not, however, rule out
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Figure 10. tSZ flux as a function of halo mass at z = 0. The tSZ
flux is calculated as described in Section 3.4 and has been scaled to
z = 0 and a fixed angular diameter distance of 500 Mpc. Symbols
with error bars show the mean tSZ signal in bins of halo mass for
a sample of SDSS locally brightest galaxies presented in Planck
Collaboration XI (2013). Filled circles correspond to halo masses
derived by Planck Collaboration XI (2013) from a semi-analytic
galaxy formation model and open circles show the recalibrated
halo masses and associated uncertainties determined by Wang
et al. (2016) using stacked weak lensing analyses. The dashed
line shows the best-fitting relation from Planck Collaboration XI
(2013) and the dotted line shows the best-fitting relation for the
Wang et al. (2016) recalibration.

the possibility of a significant X-ray mass bias. One expla-
nation is the di↵erence between the halo mass distributions
of the observed and simulated samples. Although we have
tried to match the median halo masses of the observed and
simulated samples as closely as possible given the small sam-
ple size, the median mass of the simulated sample is 22 per
cent lower than that of the Sun et al. (2009) sample and
would decrease further in the case of an X-ray mass bias
(a 45 per cent di↵erence if X-ray masses are biased low by
30 per cent). As the gas content of massive haloes is a rel-
atively strong function of their halo mass (see e.g. Fig. 5),
this could result in a mismatch between the two samples.
Another explanation is that the average X-ray luminosity of
the Sun et al. (2009) sample is biased high due to their re-
quirement that group emission be traced out to a significant
fraction of r500. Indeed, as we discussed in Section 5.4, the
Sun et al. (2009) groups with T500 ⇠ 1 keV possess slightly
higher X-ray luminosities compared to the Osmond & Pon-
man (2004) and Zou et al. (2016) samples, such that the
L

bol

500 � T500 relation of our simulated groups is actually in
good agreement with the Sun et al. (2009) data. This could
explain why our simulated groups match the density profile
of the Sun et al. (2009) groups yet seem to overestimate the
X-ray luminosity relative to other studies.

At r . 0.3 r500 the simulated density profiles mostly
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Figure 3: SZ flux integrated within a projected aperture of radius 0.75 arcminutes as a function of halo mass at

di↵erent redshifts compared with clusters in the 2500 deg
2

SPT-SZ survey (Bleem et al. 2015). Open circles with

error bars show the median and 1-sigma intrinsic scatter in halo mass bins of width 0.2 dex for SPT clusters within

the redshift range specified in the figure legends. Individual clusters are plotted as small open circles when there are

fewer than ten objects per bin. Only SPT clusters with a halo mass estimate are shown.
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Figure 11. Density profiles of the ICM in fable groups and clusters at z = 0 in comparison to observed profiles. Lines show individual
profiles of simulated systems colour coded by halo mass. All profiles have been self-similarly scaled in redshift. In the left hand panel
we plot the density profiles of the Sun et al. (2009) galaxy groups (grey lines) and the profiles of a mass-selected sample of simulated
group-scale systems with a similar median halo mass (see main text). The thick dashed line shows the median of the Sun et al. (2009)
sample. In the right hand panel we show density profiles for all cluster-scale systems with M500 � 1014M� in comparison to those of the
REXCESS cluster sample (grey lines; Croston et al. 2008). For the observed sample, solid lines correspond to relaxed clusters, dashed
lines to disturbed clusters and dotted lines to cool-core clusters according to the definitions of Pratt et al. (2009). The thick dashed line
shows the median REXCESS profile.

fall below the median observed profile, although they all lie
within the observed scatter. This suggests that our AGN
feedback model may displace slightly too much gas from the
central regions. On the other hand, the observed groups are
detected via their X-ray flux, which may preferentially select
systems with high central densities compared to our halo
mass-selected sample, particularly if the Sun et al. (2009)
sample is biased toward high luminosities relative to other
X-ray selected samples.

In the right hand panel of Fig. 11 we compare our
simulated clusters to the density profiles of the REXCESS
clusters, a representative sample of 31 clusters observed
with XMM-Newton (Böhringer et al. 2007; Croston et al.
2008). The REXCESS clusters were chosen such that r500

lies well within the field of view of XMM-Newton, allow-
ing detailed local background modelling and increased mea-
surement precision at large radii (Croston et al. 2008). The
sample is unbiased with respect to cluster morphology or
dynamical state, containing a representative distribution of
relaxed, cool-core and morphologically disturbed clusters
(as defined in Pratt et al. 2009), which correspond to the
solid, dotted and dashed lines in Fig. 11, respectively. The
REXCESS sample covers the mass range 1.0 ⇥ 1014M� 
M500  7.8⇥ 1014M� with a median mass of 2.6⇥ 1014M�.

Our comparison sample consists of all five fable clusters
with M500 � 1.0 ⇥ 1014M� and has a median mass of
2.1 ⇥ 1014M�.

Overall the density profiles of our simulated clusters
are a good match to the REXCESS clusters. At r & 0.3 r500
the densities of the three most massive fable clusters are
somewhat high compared to the median observed profile,
which is consistent with the excess gas we might expect in
our simulated clusters in the case of an X-ray mass bias.
Indeed, the cumulative gas fraction (not shown) rises more
steeply between ⇠ 0.1�0.6 r500 than the REXCESS profiles
(Pratt et al. 2010). This suggests that AGN feedback may
act too violently, pushing gas from the cluster centre and
causing it to pile up at larger radii. A similar trend was
found for clusters in IllustrisTNG (Barnes et al. 2017a).

The simulated profiles are similar in shape to the re-
laxed or disturbed REXCESS clusters. Of the five simulated
clusters only one has a central density comparable to ob-
served (weak) cool-core clusters. Potentially, heating of the
cluster centre by AGN feedback might be preventing cool-
cores from forming in the same proportion as observed at
z ⇠ 0 (10 of 31 REXCESS clusters and ⇠ 30 � 40 per cent
in SZ surveys, e.g. Planck Collaboration XI 2011; Andrade-
Santos et al. 2017; Rossetti et al. 2017). A larger sample will
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Figure 12. Dimensionless temperature profiles at z = 0 for the same simulated and observed samples as shown in Fig. 11. Profiles are
normalised by the characteristic temperature defined in equation 2. In the left hand panel, solid grey lines show the individual deprojected
temperature profiles of the Sun et al. (2009) sample. The thick dashed line shows the median profile. In the right hand panel, grey lines
show individual temperature profiles for REXCESS clusters derived from the best-fitting pressure (Arnaud et al. 2010) and entropy
(Pratt et al. 2010) profiles. Line styles are the same as shown in Fig. 11.

be needed to assess this in detail. Reproducing the observed
fraction of cool-core galaxy clusters in cosmological simula-
tions with feedback is a notoriously di�cult problem (e.g.
Borgani & Kravtsov 2011; Kravtsov & Borgani 2012). There
has been some recent success in this area (e.g. Rasia et al.
2015; Barnes et al. 2017a; Hahn et al. 2017), however, these
simulations tend to underestimate the observed cool-core
fraction when compared to low-redshift SZ-selected samples.
It is clear that an AGN feedback model that is capable of
reproducing the global properties of clusters does not nec-
essarily provide an e↵ective description of the physical pro-
cesses responsible for the creation of cool cores: additional
processes such as AGN-driven turbulence, cosmic rays, sta-
bilisation from magnetic fields or anisotropic thermal con-
duction may be required.

6.2 Temperature profiles

In Fig. 12 we plot the dimensionless temperature profiles
at z = 0 for the same group- and cluster-scale samples de-
scribed in the previous section. We facilitate a comparison
between di↵erent halo masses by normalising the profiles by
the characteristic temperature,

kT500 = µmpGM500/2r500, (2)

the temperature of an isothermal sphere of mass M500 and
radius r500. Here µ is the mean molecular weight, which we
take as µ = 0.59, and mp is the proton mass.

In the left hand panel of Fig. 12 we compare to the
deprojected temperature profiles of the Sun et al. (2009)
groups. We find that beyond the core (& 0.2 r500) the tem-
perature profiles of the fable groups have a similar slope
to the median observed profile. The normalisation is some-
what lower than observed, however, this may be the result
of an X-ray hydrostatic mass bias in the Sun et al. (2009)
halo mass estimates: since the halo mass, M500, is related to
the characteristic temperature scaling as T500 / M

2/3

500
, this

would shift the observed dimensionless temperature profiles
to higher values. Within the core, the simulated tempera-
ture profiles show similar scatter to observed and in general
follow the same shape as the observed profiles.

For the most massive simulated system shown in the
left hand panel of Fig. 12, the temperature rises steadily
towards the centre rather than dropping within the core.
This may be a side-e↵ect of our relatively simple model for
radio-mode AGN feedback, which injects bubbles of thermal
energy at irregular intervals. In reality, such bubbles are ex-
pected to be supported by non-thermal pressure from, e.g.,
cosmic rays and should only contribute to the observed tem-
perature profile once the injected energy has thermalised.
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Summary
• radio mode controls gas mass fractions, quasar mode can suppress stellar 

fractions 
• FABLE simulations reproduce a wide range of properties of the galaxy, group 

and cluster populations, e.g.: 
• galaxy stellar mass function 
• group/cluster gas and stellar fractions 
• mass-observable scaling relations 
• ICM profiles 

• understanding mass bias is important for further improvement of group and 
cluster simulations 

• FABLE useful for interpreting cluster cosmology studies and studying cluster 
physics 

• but still room for improvement in core regions of clusters and groups (jets, non-
thermal pressure needed?)


